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Abstract

The Semantic Web facilitates the storage of in-
formation on the Internet and on intranets in ma-
chine readable form that enables software agents
to understand and process the information in
very powerful ways. Early projects have popu-
lated semantic knowledge bases with informa-
tion extracted from existing text documents and
databases. As Semantic Web technology ma-
tures, and its value to the Intelligence Commu-
nity is proven, raw intelligence data may be di-
rectly linked to semantic ontologies, and reports
tailored to specific contexts may be automati-
cally generated by software agents. Intelligence
information across all agencies, with appropriate
access controls, may be cross-linked via distrib-
uted ontologies, greatly enhancing the ability of
the analyst, with the aid of software agents, to
correlate and share disparate pieces data.

1. Introduction

This paper provides a broad overview of the Semantic
Web in the context of how this emerging technology may
impact the Intelligence Community. The Semantic Web
represents new technology that is still emerging and ma-
turing. Therefore much of this paper is tutorial in nature.
The potential impact of the Semantic Web on the Intelli-
gence Community is presented in Section 4, entitled Fu-
ture Vision.

The Semantic Web is an initiative sponsored by the
World Wide Web Consortium (W3C). It is the vision of
Tim Berners-Lee, the creator of the Web. The Semantic
Web vision is also supported by the Defense Advanced
Research Projects Agency (DARPA) through the DARPA
Agent Markup Language (DAML) Program and the
European Community (EU) through the Ontology Infer-
encing Language (OIL) initiative, among others. The
DAML and OIL research efforts resulted in a new web-
based language, called DAML+OIL, which was submit-
ted to the W3C Web Ontology Working Group and has
now been approved by the W3C as a recommendation
(standard) on the same level as HTML, XML and other

Web standards. This new Semantic Web language is now
named the Web Ontology Language, OWL.

The Semantic Web is an extension of the current Web in
which information on the Web is “marked up” so that
software agents can “understand” the meaning of the in-
formation and perform many tasks to aid humans in more
effectively accomplishing their jobs. Semantic Webs can
exist on the open Internet or within closed (special pur-
pose) intranet environments, such as Intelink. There are
many initiatives now underway to leverage this new
technology to solve complex problems. Several of these
efforts are sponsored by the Intelligence Community.

1.1 Ontologies

OWL is the official W3C language designed to provide
meaning (semantics) to web-based information. OWL is
built upon the Resource Description Framework Schema
(RDF-S), which in turn is built on XML and XML-
Schema. XML and XML schema provide basic syntax for
documents while RDF Schema provides a level of seman-
tics, or meaning, through the capability to declare classes
and properties. OWL significantly extends the represen-
tation power of RDF-S and is used to create web-based
ontologies. An ontology is a formal machine-readable
representation of a concept, where the concept can be
anything that can be thought of, such as an airplane, net-
work, the NSA or terrorist. It can also include things that
don’'t exist in the real world, such as a fire-breathing
dragon or Superman, and general concepts, such as de-
mocracy or terrorism. Ontologies use classes and sub-
classes in a multiple inheritance relationship to describe
concepts. They also use properties and subproperties to
further describe the characteristics of the concept within
the constraints of a descriptive logic language. The ca-
pability of ontologies to describe very complex objects
and relationships far exceeds the limited descriptive ca-
pabilities of XML, which is limited to representing only
semantic-free parent/child relationships.

Figure 1 provides a simple example of an ontology repre-
senting some of the basic characteristics of a terrorist.
The graphical ontology representation was created using
an open source tool called VisioOWL, available at



http://projects.semwebcentral .org/proj ects/visioowl/.
Much more complete ontologies representing concepts
such as “terrorist” have been developed and are in use
today in the IC. In this example there are three main
classes: Terrorist Event, Terrorist Organization and Ter-
rorist. There are also various properties associated with
the classes; the lines indicate the relationships between
objects and properties. The two boxes with dashed lines
at the top of the drawing represent other ontologies, lo-
cated elsewhere on the web and referenced as part of this
ontology. This is where the ‘web’ part of the Semantic
Web comes into play, and adds considerable power to
ontological description. The ability to create highly dis-
tributed knowledge means greater scalability, since all
knowledge from multiple domains need not be concen-
trated in a single ontology. Moreover, it promotes far
greater flexibility, in that novel blends of concepts can be
created ad hoc, even though they may not have been an-
ticipated at the time a collection or analysis system was
originally conceived.

Figure 1. An ontology represents knowledge about a domain.

It is important to understand that ontologies aren’t pri-
marily for human consumption. They are created using a
formal descriptive logic language, OWL, which can be
read and “understood” by software agents. Once the
knowledge is represented on the web as an ontology, that
knowledge can be accessed by many different software
agents designed to process the information in a wide va-
riety of ways for a variety of purposes.

1.2 Instances

Ontologies represent generalized concepts about any sub-
ject, such as a terrorist in Figure 1. However, many dif-
ferent specific terrorists may be represented as instances
within an ontology and given meaning when they are no
longer just strings, but instances of classes in an ontology
where all the meaning within the ontology can be used in
understanding the instance. The term used to describe
specific entities associated with a class or property is
“instance”. Figure 2 shows the simple terrorist ontology
where the classes and properties have been resolved to

specific instance data. Osama Bin Ladin is an instance of
the class “Terrorist” and 9 September, 2001 is an in-
stance of the DataType Property “date”, which in turn
modifies the class “Terrorist Event.”

Many instances can be associated with the same ontol-
ogy. A query of the Semantic Web can search for related
classes and properties and return specific answers based
on instances. For example, a query of the knowledge base
(more fully describe in Section 1.5) asking for “terrorist
names” would bring back the names of specific terrorists
(actually, the values of the name property of instances of
the class terrorist), along with links to other specific in-
formation about those terrorists. By comparison, a query
of HTML web pages for terrorist, by Google for example,
will return links to many pages that contain the word
“terrorist”, which a human must then review in order to
potentially find the actual names of terrorists.

Figure 2: Instances provide specific examples of a domain.

1.3 Ontology Development

Ontologies are mostly developed manually by experts in
the specific domain that is being represented, assisted by
people who are knowledgeable about the Web standard
ontology languages RDF and OWL. This is not greatly
different from what has been happening with relational
databases for many years. Domain experts work with
database experts to create the database structure and ta-
bles (the database schema). Tools are available to assist
in ontology development, just as they are for database
schema development. One of the tools used for creating
ontologies is Protégé (http://protege.stanford.edu/). Since
RDF and OWL are formal descriptive logic languages, it
is also important that the ontology developers understand
the basics of descriptive logic theory, especially when
representing complex concepts.

OWL includes provisions for one ontology to use other
ontologies by simply referencing the URI’s of the other
ontologies. Thisis an advantage of a web-based approach
over closed system, such as a database. If someone else
has already developed a reliable ontology to express a
concept, e.g., aterrorist ontology, then others can simply




reference that ontology and use it in conjunction with
their own ontologies. Referencing, or merging, ontolo-
gies can be difficult in an unconstrained environment due
to different naming conventions and assumptions. In a
managed environment, such as the Intelligence Commu-
nity, there will be controls and guidance to ensure on-
tologies are interoperable. Ontology management may be
tailored on, or become an extension of, the DISA XML
Repository or the Extended Metadata Registry (XMDR)
hosted by Lawrence Berkeley National Laboratory. Of
course, ontology referencing requires the ontologies to be
accessible via the same network environment.

The question sometimes arises as to whether ontologies
can be automatically created, and the answer is the same
as it would be for the similar question about relational
database schemas — not easily nor practically. Technol-
ogy still has a long way to go before it can approach the
ability of humans to understand and create new concepts
and express those concepts in terms of relationships.
Tools will continue to improve to assist humans in this
area, but humans will likely remain the center-point of
ontology development for the foreseeable future. How-
ever, ontology libraries will continue to grow and be-
come available to act as templates to assist in the rapid
development of new ontologies and the improvement of
existing ontologies.

1.4 Data Sources

Information extracted from information sources can be
directly associated with the concepts in ontologies and
encompasses two basic types:. instances and relation-
ships. Instances are things, such as specific people,
places, or organizations that correspond to classes or
properties in the ontology. An entity may represent a new
concept that is not yet expressed within the ontology. In
such cases a new class or property must be created to
accommodate the entity or it may be ignored if not rele-
vant to the domain of the ontology. When new relation-
ships are discovered from a data source, the ontology can
be modified to reflect those relationships.

1.4.1 Structured Data Sources

Structured data is any data that is reasonably well organ-
ized. Relational databases are the most obvious struc-
tured sources, but spreadsheets, lists, sensor fields, call
records and other organized data sources are also consid-
ered structured. With structured data sources it is rela-
tively easy to extract the data as entities and map them as
instances of classes and/or properties in ontologies. The
extraction of relationships between entities from a data-
base is also relatively straight forward. Of course, thereis
the problem that relational databases and XML schema
have very limited capabilities to represent relationships,
so that automatic extraction of relationships from those
structured sources may not provide the desired richness
of representation for the concepts one is trying to capture
in the ontology. The mapping from a database schema or

XML schema to the concepts in an OWL ontology may
be difficult and require human understanding, but map-
ping the instance data, once the schema-to-ontology
mapping is done, is more straightforward. There is no
guarantee that any arbitrary database schema will map
correctly into an arbitrary ontology, as there may be seri-
ous granularity issues.

1.4.2 Unstructured Data Sources

Text documents, images such as maps or photographs,
video streams and drawings may be unstructured, or
semi-structured, if in a computer readable format. The
automated extraction of entities from unstructured data is
orders of magnitude more difficult than extraction from
structured data sources. Humans are able to read a docu-
ment, understand the meaning of what is expressed in the
document and extract the entities and relationships ex-
pressed in the document, although even humans do not
always agree on what something really means. The abil-
ity of humans to accomplish these tasks is often referred
to as reading comprehension. The best computer technol-
ogy cannot come close to the reading comprehension
levels of a high school graduate. Actually, thisis an “ap-
ples and oranges’ comparison because computers do not
really have any reading comprehension, but they can be
used to extract information, such as entities and relation-
ships, from text documents. This field of computer sci-
enceis called natural language processing, or NLP.

Great strides have been made in NLP over the last two
decades. NLP software can now extract key terms in a
document. NLP software can also accomplish the much
more difficult process of identifying the association and
relationships of words. The best of these NLP systems
can correctly extract a relatively high percentage of the
entities in a document but a much lower percentage of the
relationships can be automatically identified and ex-
tracted. Also, the computing power needed to extract re-
lationships is much greater than that required to extract
entities. As a result, the automated extraction of relation-
ships is a much slower process. A number of projects are
underway to explore approaches to improving the auto-
mated extraction of entities and relationships from docu-
ments. Additionally, automated entity and topic extrac-
tion, as well as automated speaker identification from
broadcast sources, has shown dramatic improvement as
well. Automated extraction from conversational ex-
changes lags well behind, owing partially to the challeng-
ing collection environment, and partly to the lack of
structure and context in conversation, but here too, some
progress is being reported.

1.5 Knowledge Bases

The term knowledge base is commonly used to describe a
storage system for a variety of different types of data. In
the context of the Semantic Web, it refers to the storage
of a combination of the ontology and related instances. It
may also store other information, such as pointers from



entities and relationships to documents to facilitate link-
ing back to source material. A knowledge base is also
typically characterized by the need for persistent storage
that maintains the information for access by various ap-
plications, such as search and retrieval tools and software
agents. The practice of storage for ontologies and in-
stances is still very young. There are several research
projects addressing the direct and efficient storage and
retrieval of ontologies, and commercial products are just
emerging. Currently, ontologies and associated instances
are being stored in relational databases, XML databases,
object-oriented databases, flat files, and other traditional
data store approaches, but they limit the efficient process
of semantic inference making based on the ontology. As
the Semantic Web grows in use, companies that special-
ize in data storage will develop knowledge base systems
designed specifically for the storage and retrieval of on-
tologies and instances.

1.6 Direct Representation of Data

The capabilities of technology to automatically extract
information from natural language documents will con-
tinue to improve. This is important because much of our
knowledge in the Intelligence Community is represented
in these documents. However, with the continuing in-
crease in the use of the Semantic Web to represent infor-
mation in computer readable form, processes will likely
evolve to support directly linking data into ontologies.
Rather than have analysts write documents for human
consumption, they may input information directly into
knowledge bases. Intelligence collection capabilities may
also evolve to directly populate the knowledge bases.
This approach would eliminate much of the problem with
the NLP extraction of data from documents that were
created for human consumption. Analysts could be
largely freed from writing documents and could instead
focus on the analysis of the vast amounts of information
in the knowledge bases. Under the guidance of analysts,
computer programs might be able to quickly and auto-
matically generate intelligence reports tailored to specific
objectives for human consumption.

2. Agents

While improved access to information in knowledge
bases by humans will be important, the real power of the
Semantic Web will be through the use of software agents
as productivity enhancers for humans. A key concept is
that the agents are independent from the ontologies. Con-
ceptually this is similar to the relationship between web
pages and web browsers. Y ou may use Netscape, I nternet
Explorer, Firefox, or anyone of a number of different
web browsers, but they all interact with web pages via
standard web interfaces. They don’t have any direct in-
teraction with the web pages — they only render the in-
formation contained on the web pages. This concept also
holds for web search engines. You can use any search
engine to help you find information, but the search en-
gines are completely separate from the web pages they

are searching. Agents work in the same way. They simply
process the computer readable information contained in
the ontologies.

2.1 Agent Development

As long as software agents use standard web interfaces to
interact with ontologies, they can be created using any
specific language that is practical for the developer.
Agents have been developed using Java, C++, C#, script-
ing languages, and other languages. Research efforts are
underway to develop one or more custom languages de-
signed specifically to create Semantic Web agents. This
will promote the development and reuse of agent compo-
nents that perform frequently used functions. Commer-
cial agent development toolkits will also emerge to facili-
tate the easy creation of agents.

2.2 Inference Making

An inference is a conclusion that is not explicitly repre-
sented in the ontology, but can be inferred from other
facts. A very simple example follows.

If the following facts are asserted as instances of an on-
tology:

- G.W. Bush is the President of the United States.

- Jenna Bush is the daughter of G.W. Bush.

Then it can be inferred that Jenna Bush is the daughter of
the President of the United States, even though that fact
itself is not in any instance of the ontology.

Inference making is possible because OWL is a formal
descriptive logic language. The example illustrates a di-
rect, or single level, of inference making. In a relatively
large ontology it is possible to make inferences between
facts that are separated by many levels, such as A implies
B, B implies C, C implies D: therefore A implies D. In
many such cases these inferences are too complex for
easy recognition by humans. Software agents can be de-
veloped to search for complex n-level inferences and
highlight them for consideration by human analysts. The
unique capabilities of a descriptive logic language, such
as OWL, to support inferences allows many useful facts
to be added to the knowledgebase without explicit ex-
pression, thus greatly enriching the knowledge base for
use by humans and software agents.

2.3 Semantic Rules

The Semantic Web Rules Language (SWRL) adds a rule
language on top of OWL. SWRL provides for the inclu-
sion of “if-then-else” type (Horn Clause) rules into on-
tologies. There are many situations when a relationship
or fact in an ontology is only true under certain condi-
tions. SWRL extends the expressiveness of OWL to al-
low for the representation of even more complex con-
cepts. A simple example might be a rule, modifying the
concept of daylight saving time that clocks “spring
ahead” on 3 April, 2005 except in Hawaii, Arizona and a
few other locations. SWRL is now a member submission



to the W3C. This officially makes the SWRL specifica-
tion available to W3C members for open discussion. A
further extension to SWRL to include capabilities to ex-
press Full First Order Logic has been released by the
Joint US/EU ad hoc Agent Markup Language Committee.

2.4 Semantic Web Services

OWL-S (Web Ontology Language for Services) provides
capabilities for the semantic markup of Web services to
allow users and software agents to discover, invoke,
compose, and monitor Web resources offering particular
services. Web services may take the form of traditional
resources such as capabilities to provide intelligence on
selected subjects. Web service capabilities might also be
advertised by certain types of software agents that are
designed to perform specialized services. OWL-S pro-
vides the capabilities to describe the available services
and how they can be obtained. Like OWL, OWL-S is
completely machine-readable and understandable, allow-
ing the access of web services based on content rather
than only key words as is done today. OWL-S will also
support a high degree of automation of service processes.
OWL-S adds semantics to WSDL and other web services
languages in the same way that OWL adds semantics to
XML. OWL-Sis how a member submission to the W3C.

2.5 Modeling and Simulation

One of the interesting applications of web-based ontolo-
gies and agents is for simulation and modeling. Informa-
tion about a specific domain can be represented as on-
tologies and many different agents can be developed to
process the information to provide simulated results. For
example, ontologies might represent a wide variety of
characteristics common to terrorists, such as ethnic back-
ground, religious beliefs, political affiliations, etc. An
agent could then be developed to evaluate how aterrorist
might react to various stimuli. Such a semantic simula-
tion might provide valuable insight into situations that
designed to invoke specific responses from terrorist that
could be used to our advantage. Semantic modeling and
simulation could be used to examine the possible out-
comes of interactions in many different domains.

2.6 Development Tools

A wide variety of tools are being developed to support
the Semantic Web. A repository of open source tools can
be found at http://www.semwebcentral.org. Commercial
tools are also becoming available and new ones are under
development. Many of the open source tools are still fo-
cused on supporting the research community. However,
they are capable and useful for specialized developers
who are building systems for early technology adopters.
As the Semantic Web matures, commercial tools will
rapidly emerge, similar to the evolution of tools to sup-
port HTML and XML applications. In the early days of
the Web all web sites had to be created using raw HTML
code. Today, Microsoft FrontPage, Macromedia Dream-

weaver, and many other web development applications
make it possible to develop complex web pages with no
knowledge of the underlying HTML code. Similar com-
mercial tools are appearing to support the development of
ontologies and software agents. Support for ontology and
code generation has even made its way into open source
integrated development environments (IDES) such as the
popular Eclipse IDE (eclipse.org). One such Eclipse
plug-in can be found at
http://projects.semwebcentral .org/projects/owl-eclipse/.

2.7 Cognition

Computer cognition has been the goal of artificial intelli-
gence researchers for several decades. It remains an elu-
sive goal and likely will remain so for decades to come.
However, the Semantic Web offers an interesting hope
that at the point when millions of ontologies, represent-
ing vast amounts of information in computer readable
and understandable form, become available for use by
complex software agents, some level of computer cogni-
tion might be possible. Any such prognosis is highly
speculative, but the Semantic Web will undoubtedly pro-
vide a rich environment for interesting new artificial in-
telligence research efforts.

3. New Development Paradigm

The separation of web-based ontologies to describe
knowledge about things and the processing of that knowl-
edge by software agents represents a new concept for the
development of applications, as illustrated in Figure 3.
The distributed web-based nature of ontologies and
agents support a concept of very loosely coupled systems
development.

Figure 3: The Semantic Web provides for a new software de-
velopment paradigm.

As long as they are operating within the same Internet,
Intelink or other network environment, organizations can
develop ontologies that address their specific problems.
They can reference other ontologies as needed and de-
sired. Software agents can then be created independently
to process the information in the ontologies, since the
only coupling between them is through standard web



calls. In this way many different agents can be independ-
ently created and modified over time to perform specific
useful tasks.

4. Future Vision

We can glimpse the future by examining the past. With
respect to the impact of the Semantic Web on the Intelli-
gence Community, we can reasonably base our vision of
the next ten years or so on what has happened in the last
ten years. This time period coincides with the emergence
of the World Wide Web for the Intelligence Community.
Intelink and Web technologies have had a tremendous
impact on the Intelligence Community, as they have on
the rest of the world. Web technology has proven to be
robust and extensible beyond our wildest expectations. In
the early days of the Web, serious business people de-
bated whether anything would ever be sold on the Web;
today you can buy almost anything via the Web. Like-
wise, in the early days of Intelink people questioned its
usefulness; now it is a major component of the Intelli-
gence Community’s efforts to share.

The Semantic Web represents a major standards-based
extension of the basic Web concept. It allows information
to be represented in a computer readable and understand-
able form, providing a foundation and infrastructure to
support the wide-spread development of software agents
as human productivity enhancers. It is compelling to en-
vision a day when all branches of the Intelligence Com-
munity will be linked by distributed Semantic Web-based
knowledge bases, readily accessible by all authorized
users, with agents providing multi-fold enhancement of
analysts' productivity.

The Semantic Web represents a very powerful new tech-
nology but it doesn’'t provide a magic solution to all of
the Intelligence Community’s problems. It is a new and
powerful weapon in the arsenal of tools that systems de-
velopers can use to build new systems and improve exist-
ing systems. One of the most promising applications of
Semantic Web technology is in providing a top-level
view into the vast amount of existing information cur-
rently residing in isolated and proprietary databases con-
taining datathat is very difficult to fuse and share.

A seamless view into the diverse databases within agen-
cies and across agencies would be a tremendous boon to
analysts and consumers trying to piece together scattered
bits of information into a coherent picture of evolving
events. Multiple distributed, but web-linked, ontologies
could provide a unified representation that could be se-
mantically searched to ensure all relevant information is
available to analysts. Of course, there is always the issue
of security levels and compartmentalization that will
(necessarily) restrict full access to all information
through a seamless interface. Semantic Web technology
doesn’'t provide special solutions to this very difficult
problem. However, it does address the very real problem

of information access and sharing across data sources of
like access control.

Figure 4: The Semantic Web can provide a seamless view into
distributed stove-piped databases.

As stated earlier, the real power of the emerging Seman-
tic Web is in providing information in a machine read-
able and understandable form for access by software
agents. Once the infrastructure of semantic representation
is in place, linked to vast sources of instance data, the
floodgates will be opened for the innovative development
of software agents. Some types of agents come easily to
mind, such as agents to identify subtle inheritance rela-
tionships and agents to highlight information about indi-
viduals using aliases to hide their real identity. However,
agents will be built to perform tasks to support analyst
that we can't begin to imagine today. And, one of the
most powerful evolving concepts is that these agents can
be developed independent of the underlying distributed
Semantic Web representation of information. New agents
may be conceived that need new types of information not
currently represented, or available, in the Semantic Web
environment. In those cases, the Semantic Web environ-
ment can be expanded as dictated by business case deci-
sions.
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